Data Mining
Assignment #4:
Note: This assignment uses the decision tree tool, J4.8 in Weka to predict treatment outcomes.
1. Start with the genes-leukemia.csv dataset used in assignmen3.
2. As a predictor use field TREATMENT_RESPONSE, which has values Success, Failure or "?" (missing) 
Step 1: Examine the records where TREATMENT_RESPONSE is non-missing. 

1. How many such records are there? 
2. Can you describe these records using other sample fields (e.g. Year from XXXX to YYYY, or Gender = X, etc)

3. Why is it not correct to build predictive models for TREATMENT_RESPONSE using records where it is missing? 

Step 2: Select only the records with non-missing TREATMENT_RESPONSE. Keep SNUM (sample number) but remove sample fields that are all the same or missing. Call the reduced dataset genes-reduced.csv 
4. Which sample fields should you keep?
